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Abstract. We present a new parallel volume rendering 
algorithm based on the split-light model for rendering and 
the Bulk Synchronous Parallel (BSP) model for 
para/lelisation. The BSP model provides a simple and 
architecture-independent approach to structure the 
parallel program. However, efficient utilisation of parallel 
computing resources depends to a large extent on the load 
balance of tasks distributed among different processors. In 
this paper we also describe a software tool that can be 
used to reveal load imbalance in a BSP program. With the 
aid of such a tool, we have been able to pinpoint the 
bottleneck in our parallel volume renderer. This allows us 
to improve the efficiency of the parallel program at earlier 
stage. Our parallel program has been tested on a shared 
memory SGI PowerChallenge machine, a distributed 
memory IBM SP2 machine and a network of UNIX 
workstations. 

1. Introduction 
Volume rendering techniques [1,2,3] are very important in 
the analysis and visualisation of 3D medical data sets such 
as those from CT, MRl and PET. Unlike surface rendering, 
volume rendering directly transforms the density 
information of a volume into the grey or colour intensity in 
the 2D viewing plane without detecting, formatting or 
modelling object surfaces. Thus it avoids the difficult 
segmentation process and the possible artifacts that will be 
introduced. It provides a better mechanism for displaying 
weak or fuzzy surfaces and internal structures. 

Volume rendering, however, is extremely data and 
computation intensive. A typical volume of 128u256u256 
voxels contains 16 Mbytes of raw data. If the surface 
gradients are kept, it can take up to 128 Mbytes of 
memory. To generate a single image from such a volume 
requires billions of floating point operations. On a typical 
workstation, this can take up a few minutes to an hour, 
depending on the performance of the machine, the 
rendering algorithm used, and the image quality required. 
Such a speed is far from satisfactory in many cases. For 
real-time and interactive applications, it is simply 
unacceptable. This has motivated a lot of research efforts 
into the parallel rendering algorithms [ 4,5]. 

There are two main types of volume rendering techniques: 
ray casting [1,2] and ray tracing [3,6]. In ray-casting, a set 
of parallel view rays is cast from very pixel points in the 

image plane. Along the path of a ray, light intensity 
contribution from each voxel to the pixel point is 
calculated. However in order to save the computing time, 
the volume is assumed to be completely transparent, so 
that the light can reach every voxel without attenuation. In 
this way the intensity of the input light in each voxel is a 
constant. The ray tracing method works differently by 
simulating light absorption through the volume. When a 
light ray intercepts a voxel, its light intensity is split into 
three parts. One of which is attenuated by the voxel. 
Another is reflected towards the viewer through the 
volume, and is subjected to the same process of light 
attenuation. The remaining part passes through the voxel, 
and continues its journey along the path of the light ray. 
The light reflected from each voxel eventually reaches the 
viewer and make its contribution to a pixel in the image 
plane. 

Ray-casting method requires far less computation and is 
much easier to implement. Most of the early work on 
volume rendering was based on ray-casting method. 
However the images generated by this method look less 
realistic. Especially due to the lack of genuine light 
simulation, it cannot produce real shadows in the image. It 
also lacks the depth cue due to the use of parallel 
projection. On the contrary, ray-tracing method involves 
two sets of rays. One travels from the light source to the 
volume, and the other travels from voxels to the image 
plane. This substantially increases the amount of 
computation and the implementation complexity. 
However the image generated by the ray tracing method 
looks more realistic than that of the ray-casting method, 
due to the existence of shadows in the image which helps 
to provide the 3D perception. In [6], Li, Xie and 
Attikiouzel presented an efficient algorithm for ray tracing 
the volume. The algorithm used a slit-light source to 
provide perspective light projection for each slice in the 
volume and to improve the depth cue of the image. 

The other major difference between the two methods is in 
parallelisation. Ray-casting method is easier to parallelise 
because only one traversal direction (view direction) needs 
to be considered. This limits the spread of voxels required 
on each processor. Ray-tracing method is more difficult to 
parallelise because of at least two traversal directions need 
to be considered at the same time. This adds to the 
difficulty of data distribution among processors. Almost all 
of existing parallel volume rendering algorithms are based 
on the ray-casting method. In addition most of these 
parallel programs are highly optimised for their target 
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parallel machines (eg [7,8]) They usually do not run 
efficiently, if they run at all, on different parallel machines 
without substantial modification of the source code. 

In this paper we describe the parallelisation of the slit-light 
ray tracing program for volume rendering presented in [6]. 
Our parallel program has two unique features: frrstly it 
simulates the light absorption in the volume efficiently. 
Secondly it is architecture independent. Unlike other 
parallel volume rendering programs, it runs efficiently on 
all mainstream parallel architectures, including shared
memory machines, distributed memory machines and 
networks ofworkstations (NOW). 

Although the use of BSP model substantially reduced the 
complexity of the design and implementation of the 
parallel program, the efficiency of the parallel program 
depends on the load balance of the parallel program. In 
this paper we also describe a software tool that can be used 
to detect and visualise the hot spots of the parallel 
program, ie the location where there is a significant load 
imbalance. The nature of the bulk synchrony of the BSP 
model means the total running time of a BSP superstep is 
the time taken by the slowest process in that superstep. 
Therefore load imbalance will seriously affect the fmal 
performance ofthe entire parallel program. With the aid of 
this profiling tool, we are able to pinpoint the location and 
reason of the load imbalance, hence revise the parallel 
program to substantially improve its parallel efficiency. 

2. Parallel Ray Tracing 
A volume renderer consists of an illumination model and 
an associated ray-tracing algorithm. The illumination 
model defines the type of light source and the relationship 
between the light source, the volume and the observer. It 
also defmes how a light ray interacts with the objects in the 
volume. The ray-tracing algorithm specifies how the light 
rays traverse the volume and reach the observer and how to 
calculate the light reflected, scattered, or emitted from 
each voxel to the observer. 

The illumination model in our volume renderer uses a slit
light located vertical to the slice planes of the volume. It 
simulates the light absorption, light scattering and light 
reflection. Light rays travelling to each slice plane form a 
perspective projection. These light rays traverse the entire 
volume. Through a series of interactions with the voxels 
and object surfaces within the volume, they make 
contributions to the fmal image on the image plane, see 
[6] for detailed description of the model. Figure 1 shows 
light rays hitting voxels in a slice and get reflected to the 
image plane. 

The ray tracing algorithms can work either in image order 
or in object order. In the former, the algorithm determines 
all voxels that affect the given image pixel. In the latter, 
the algorithm enumerates all voxels and determines the 
affected pixels on the image plane. Our algorithm is based 
on the latter using a front-to-back traversal method. To ray 
tracing a volume of dimension nunun, the conventional 
methods require at least O(n4

) steps. This is because at 
each voxel the intensity of the light ray coming from the 
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light source must be computed. This will take about n/2 
steps in average. This process is extremely expensive. In 
this paper, by requiring that the ray from the centre ofthe 
slice to the viewer and the ray from the centre of the slice 
to the light source all pass through the same side of the 
slice, we can combine the two traversals into one, thus 
reduce the computation time to O(n3

) steps. This is an 
order of magnitude faster than the conventional method. In 
our algorithm, the volume is scanned line by line in the 
front to back order. Two arrays are used to store the 
accumulative light absorption rate at the grid points along 
the image line and along the front line of the slice. At each 
voxel, its contributions to light absorption rate along the 
directions of the light source and the observer are 
calculated and added to their respective array elements. If 
a ray does not pass through a grid point, then trilinear 
interpolation is used to distribute the absorption rate to the 
two adjacent grid points. Figure 1 gives a snapshot of the 
scanning process. It can be seen that each voxel only needs 
to be traversed once. In addition, the ray tracing process 
for each slice is essentially the same, and only requires 
voxels within the same slice plus the two neighbouring 
slices. Therefore we can divide the number of slices by the 
number of processors, and allocate the same number of 
consecutive sequence of slices to each processor. After 
data allocation, each processor will then compute the lines 
of image corresponding to the slices allocated to it. 
However this simple slice allocation strategy will not lead 
to balance load among difference processes, as will be 
shown later. 

light source 

Figure 1. Scanning one line ofvoxels 

3. BSP Programming 
The Bulk Synchronous Parallel (BSP) model was proposed 
as a "bridging model" to separate the development of 
parallel software from the details of the parallel hardware 
[9]. Under the BSP model, a parallel machine consists of a 
set of processor-memory pairs. These processor/memory 
pairs are connected by an efficient communication 
network. This network supports the remote memory access 
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and the barrier synchronisation of all processors. There is 
no shared memory in the machine. However, a processor 
can access the private memory of any remote processor at 
a uniform cost regardless of the locality of the remote 
processor [10] 

A BSP computation consists of a collection of processes, 
proceeding in phases. Each phase is known as a superstep. 
All processes are synchronised by a barrier 
synchronisation at the end of each superstep. Within each 
superstep, a process performs computation on data held 
locally. It also initiates remote data accesses. However 
these remote data accesses are asynchronous (i.e. non
blocking), and none is guaranteed to complete until the end 
of the superstep, where the barrier synchronisation of all 
processes take place. Therefore these remote data are not 
guaranteed to be available until the beginning of the next 
superstep. 

Almost all of the mainstream parallel systems can be 
considered as BSP computers. For shared memory 
systems, one can assign each processor a portion of the 
shared memory as its own "local" memory and 
communication can be through the shared memory. For 
distributed memory machines and the networks of 
workstations (NOWs), communication will have to go 
through the communication networks. On the high 
performance distributed memory machines, the networks 
are implemented with high speed switches. Many newer 
systems also provide hardware support to a global address 
space. On the NOWs, the networks are usually shared 
buses, high performance switch based networks s are likely 
to replace the shared buses in the future. 

Over the last several years, active research has been 
conducted in Oxford and elsewhere to design FORTRAN 
and C interfaces for BSP programming. The first BSP 
library provides 6 programming primitives. It supports the 
SPMD (single program multiple data) style of program 
execution, and allows direct access to the memory of 
remote processes. Other implementation adopted bulk
synchronised message passing [ 11] Recently there is an 
initiative to standardise the BSP programming interface for 
Fortran and C [12]. This proposal combines the direct 
remote memory access with the bulk synchronous message 
passing. It also allows access to remote memory allocated 
in stack and heap. This library has been implemented on 
many parallel systems. 

4. Implementation 
The parallel volume rendering program was written in C 
and the BSPiib [12]. The parallel algorithm consists of five 
major steps: 1) The master processor broadcasts all 
administrative information such as the dimensions of the 
volume, the view angle, light source position, the density 
window etc to all the other processors. 2) The master 
processor allocates the slices for each processor, and sends 
the starting and ending slice numbers to each processor. 3) 
Each processor obtains the slices it is allocated with. 4) 
Each processor renders the slices and generates various 
light intensity components for each pixel, such as scattered 

component, diffusely reflected component, and the 
specularly reflected components. 5) The master processor 
gathers all image components generated by every 
processor, and it then generates the image according to 
user defined weights for the light intensity components. Of 
the five steps, step 4 is the most computation intensive one. 
To reduce the amount of data communications between 
different processors, we duplicate the two neighbouring 
slices on each processor, so that the gradients for voxels on 
the first and the last slices can be determined without 
communicating with the two neighbouring processors. All 
the other steps involve small amount of computation and 
data communication. 

Figure 2. Two images rendered by 
placing the light source at a small angle 

Each of the above steps is naturally implemented as one 
BSP superstep, separated by a barrier synchronisation. In 
addition to these supersteps, a number of supersteps have 
been added to register the variables for remote access. 

Figure 3. Two images that show the bone structure 
and the soft tissues in two volumes 

The parallel program has been tested on a four-processor 
shared memory SGI PowerChallenge, an eight-processor 
distributed memory IBM SP2, and a network of 12 Sun 
workstations connected by an Ethemet. Figure 2 shows 
two images rendered from a volumes of dimensions 
109u256u256. The image on the left was rendered by 
placing the light source at a small angle (88) with the view 
direction, while the image on the right was generated by 
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left image exhibits shadows. Figure 3 shows the bone 
structure and soft tissues rendered from two different 
volumes. 

5. Superstep Profile Graph 
The parallel program described above employs a simple 
load balance strategy. It allocates an equal number of slices 
to all processors. Figure 4 shows the timings (in seconds) 
of two runs of the program rendl on the same data set 
using from 1 to 12 Sun workstations. In this figure, the 
ideal time is the theoretical minimum time needed to 
complete the computation with the given number of 
processors. It is the result of dividing the sequential time 
by the number of processors used, where the sequential 
time is obtained by running the program on one processor. 
From the diagram, we observe: 

I. The time required to complete a computation 
fluctuates widely, even using the same group of 
processors on the same data set. 

2. There is a gap between the actual elapsed time and the 
theoretical minimum time. This suggests there is still 
room to improve the parallel efficiency of the 
program. 

The fluctuation of the elapsed times can be attributed to 
the variation of workload of the machines at the time of 
testing. As the network of Sun workstations used in the 
testing was a shared network used by both staff and 
students, the variation of elapsed time is expected. Of 
more importance is the parallel efficiency of the program. 
The parallel efficiency E(p) is defined to be S(pyp, where 
p is the number of processors, and S(p) = TlTp is the 
speedup of the parallel program on p processors. Here Tp 
is the elapsed time of the program using p processors. As 
the speedup of the parallel program will always be smaller 
than p, E(p)<I. Our interest is to improve the parallel 
efficiency so that it is approaching its theoretical limit. 
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Figure 4. Results obtained from the 
simple load balance strategy 
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Two major factors affect the parallel efficiency. Firstly the 
total amount of computations in a parallel program is 
always higher than that in the corresponding sequential 
program. This is the necessary price we have to pay for 
being parallel. We will call such extra computations as the 
parallel overhead. One hopes that the parallel overhead can 
be compensated by the gain in the parallel speedup. 

The second major factor is the load balance of the parallel 
program. The nature of the bulk synchrony means that the 
time taken by a superstep is the time taken by its slowest 
process. Thus the load balance strategy used by the volume 
rendering program will have a significant impact on the 
final performance of the program. Unfortunately timing 
data such as those given in Figure 4 does not distinguish 
the effects caused by the poor load balance strategy (which 
we can improve), by the variation of workloads on the 
parallel machine (with which we have no control), and by 
high parallel overhead (which means the overall parallel 
algorithm must be re-examined, not just its load balance 
strategy). 

.... , o~.,..411oo• • - ..._..... • .... , ....,.~~oo. 
fficonmuf•,..<l- Ji .._.,.,..,. 1...,m_.._ 

Figure 5. A profile graph revealing load imbalance 

To help examine the load balance in the parallel program, 
we have developed a BSP profiling and visualisation tool 
that can display the load balance among different 
processors in each superstep. Figure 5 is the superstep 
profile graph generated by this tool from profile data 
generated by running the program on 8 DEC Ultrix 
workstations. The Y -axis in the graph is for processor 
numbers. Each row depicts the various costs incurred by 
that processor in each superstep. These costs include 
computation costs (program time, system time, and total 
elapsed time), as well as time for communication and 
synchronisation (program time, system time, total elapsed 
time). The sum of program time and system time is called 
CPU time, which indicates the total computing time spent 
by the program and the operating system for that process. 
The last row labelled Avg shows the average costs of each 
superstep by all processors. The X-axis shows wall-clock 
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time in seconds. At the bottom it also shows the total 
elapsed time as well as the total CPU time used by the 
program. Above the top row, it shows, for each significant 
superstep (defined to be those supersteps that takes at least 
1% of the total elapsed time to complete), its superstep 
number, the load balance ratios of its computation time as 
well as its communication and synchronisation time. For 
instance, from Figure 5, we know that in the second 
superstep 82, process P6 took about 47 seconds for 
computation. But the total elapsed time for computation is 
about 60 seconds while the total elapsed time for 
communication and synchronisation is negligible. This 
indicates that processor was overloaded with other tasks at 
that time. 

Let wi be the CPU time used by ith process at a given 
superstep, Wmax = k.lAX(wi), and Wavg = Wmax I p, where p is 
the total number of processors. We define the load balance 
ratio (} = (wmax - Wavg ) 1 Wavg • In a perfectly balanced 
superstep, (} = 0, otherwise(} > 0. 

Figure 5 reveals that two factors contributed significantly 
to the poor performance of the program. Firstly processor 
P6 was overloaded with other tasks. Secondly the parallel 
program itself was not well balanced in its workload at the 
second superstep with its load balance ratio at 54%. 
Therefore to improve the performance of the program the 
obvious starting point should be change the load balance 
strategy used by the program that causes such imbalance. 

It leads us to realise that the even distribution of slices 
among processors did not always result in an even 
distribution of workloads. This is because our program 
uses an adaptive strategy to reduce the amount of 
computation. When the density of a voxel is lower than a 
given threshold, its contribution to light absorption and 
light reflection becomes negligible. For such kind of 
voxels, we do not calculate their light attenuation and 
reflection. Within the volumes we used in testing, parts of 
the volumes are largely ''empty'' (especially areas near the 
outer surfaces), ie their density values are below a user 
defined threshold. For these "empty" voxels, the amount 
of computation can be greatly reduced without affecting 
the final rendering result. We discuss the improved load 
balance strategy in the next section. 

6. New Load Balance Strategy 
To remove the load imbalance, we have revised our load 
balance strategy. In the revised algorithm, each processor 
reads in an equal number of slices, estimates the amount of 
work required by each slice by calculating the non
transparent windows in the slice, and sends the results 
back to the master processor. The master processor then 
uses this information to determine how to allocate a 
consecutive number of slices to each processor, so that the 
workloads, rather than the number of slices, are evenly 
distributed among different processors. 

The new load balance strategy results in a significant 
improvement in parallel speedup. As a comparison, Figure 
6 shows the timings of the new program rendlb on the 
same volume using the same set of machines as in Figure 

4. The timing curves indicate a clear improvement in 
parallel speedup. The parallel efficiency is also 
approaching the theoretical limit. 
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Figure 7. Comparison of the results of the two 
load balance strategies on 1 to 4 processors SGI 
PowerChallenee 

Figure 7 compares the times taken by rendl and rendlb 
on a 4-processor SGI PowerChallenge machine using 
between 1 and 4 processors. The program rend2b is an 
improved version of rend1, mostly in the load balance 
strategy used. There are other minor improvements in 
other areas. Therefore the results from rendl and rend2b 
are not directly comparable to determine the effectiveness 
of the two load balance strategies. However the diagram 
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of the two load balance strategies. However the diagram 
does show that for rend2b, the gap between the observed 
time and theoretical minimum time has been narrowed 
significantly, as compared to that for rendl, particularly 
when more processors are used. With rend2b, its parallel 
speedup is approaching its theoretical limit. 

7. Conclusion 
In this paper, we presented a parallel ray tracing technique 
for volume rendering of 3D medical slices. Unlike the 
existing parallel volume rendering techniques, our method 
simulates light attenuation not only along the view rays but 
also along the light rays, thus producing more realistic 
images. The traversal method used in this paper is very 
efficient - it is a magnitude better than the conventional 
method for ray tracing the volume data. 

A unique feature of our parallel volume renderer is based 
on the BSP model and hence is architecture independent. 
This means the program can run on any parallel computer 
based on any mainstream parallel architectures, which 
include shared memory machines, distributed memory 
machines and workstation clusters. With its architecture 
independence, the program is "future-proof', ie the 
program will not become obsolete when the parallel 
machines on which it was developed become obsolete. In 
addition the structuring the program in terms of supersteps 
also makes the program easier to understand and maintain. 

One of the major factors that affect the performance of any 
parallel programs is its load balance strategy. A bad load 
balance strategy makes a poor parallel program, no matter 
whether the parallelisation is written with the BSP or with 
message-passing libraries such as PVM or MPI. However 
the nature of the bulk synchrony of the BSP model 
highlights the issue of the load balance. In this paper we 
describe a software tool that can help to fmd out the 
location where there is a severe load imbalance. It also 
shows whether the poor performance is caused by the 
overloading of the parallel machine with other tasks. This 
tool can be equally used in developing other BSP 
programs. 

The author thanks Manh Vuong who contributed to the 
modification of rend2b program and its testing. 
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